
tlog-addenda

for attaching stuff

for conventions: mirror, 
browse, etc

and for redactability
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transparency logs are mostly about proof of 
existence of data

and ordering it

not about actually conveying it



some logs do support freetext entries

some refuse this (for poisoning resistence)

even where it's supported, 
it's not necessarily meant

for large content.
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So let's store data 
*beside* the log.

If data is *beside* the log...

we can content-address for dedup

and we can redact
(for poisoning resistance)



how much size is 
dedup worth?

case study, static-ct "issuers" dedup:

• ~1B entries, only ~100s issuers.
◦ Content-addressing the issuers makes a Static 

CT log ~2.8x smaller at rest.

• 1.1 KB cert -> 32-byte hash
• this adds up to ~3TB / 6mo at current CT growth 

rates!

• and that's bandwidth needed for monitors, too!
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... nothing

just do as thou wilt

... well unless you 
want an ecosystem of 
tools

call it business logic and move on
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What do we need
want?

- yes, some dedup (see static-ct case study).

- yes, redaction is subtle.  let's define it.

- generic log viewer tools!

       These should be able to read addenda too!

- generic mirroring tools!

and helper libs for monitors!



spoiler
we're

   going
 roughly

here:

(this is woodpecker web, with 
addenda extensions)



What do we need?
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What do we need?

- way to signal that a log is using this convention

- way to parse log entries for addenda refs

- path patterns for reading addenda blobs

- minimal else.

� marker file: ./addenda.v1

� trailer format: suffix the entry
       with indexes of addenda refs

� simple content addressing
       under ./addenda/ab/cd/abcd123f



so now there's a 
spec.  (draft.)



let's zoom back in on our 
demo content

to see that trailer 
format...
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Last: N addenda refs

Before that: the ref offsets in the entry

Ref itself: the digest is
*wherever you want*.

All the rest of these bytes:
yours / freetext / biznezlogik
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In the interpreted view:
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In the interpreted view:

the addenda digest is 
in the middle of this 
structured data

the other things in the 
log entry are used in 
this domain for...
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now, about redaction

redaction is pretty simple

you just stop serving the thing



now, about redaction

addenda isn't in the log
� redacting it doesn't break the log.



now, about redaction

addenda isn't in the log
� redacting it doesn't break the log.

but...
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now, about redaction

consider what you still want 
to monitor for.

If you want "lawful monitors" -- 
someone who checks some pattern 

holds true across related log entries...

then you need to 
know what's "related"
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back to our demo...

this is 
why 

there's 
still some 

data in 
this entry.

addenda ref here

partition key here

Now when the addenda is gone, monitors
still know what topic (e.g. user?) it was 
about.
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btw geomys is cool( )

- spec work
- owls
- we operate CT logs!
- we operate witnesses!
- an MTC CA!
- KT auditors
- ... and infrastructure such as that!



�n

@warpfork.bsky.social

warpfork@geomys.org

tlog-
addenda



errata!

- yes you can do this with entryless logs (like sigsum) -- kinda
  - only one addenda at a time; do CAS with H�H(x�)...
  - this is not currently described in the v1 of this spec though.


